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Abstract. The paper describes the work of developing a core of a syntactic treebank, motivated by an 
increasing trend of using syntactic information in Natural Language Processing applications. To accelerate 
its creation, we automatized most of the project steps: selecting the sentences to be analysed, automatically 
annotate the corpus using a statistic parser, using a graphical interface for the annotation correction 
and automatically evaluate the annotation progress on the way. The resource we envisage will be 
limited in dimensions (5 000 sentences) but reliable and diverse, so that it will cover as much Romanian 
syntactic patterns as possible, and the formalism chosen for syntactic annotation is the dependency 
grammar. It is meant to be a major component of the Corpus of the Contemporary Romanian, under 
development at RACAI (CoRoLa), following the recommendations of the standardisation project 
Universal Dependencies. 
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1. INTRODUCTION 

In an era when digital information technology is pervasive and more and more complexly intertwined 
with all aspects of human life, the natural language, in its fundamental role of information transmitter, is 
bound to digitalization. To survive in the future information society, a language needs technologies dedicated 
to its understanding, processing and generation. Natural Language Processing is a key field in Computer Science 
and its numerous complex applications, from automatic summarization to sentiment analysis and machine 
translation, depend on the four main levels of language analysis: morphology, syntax, semantics and pragmatics. 
Romanian has a lot to catch up on the dramatic deficit of language technology that supports it (see the 
META-NET whitepapers series for the availability and use of language technology for 31 European languages1). 

The work described in this paper is just a step in the undertaking of creating resources and tools dedicated to 
syntactic analysis (or parsing) of Romanian. At ICIA, we are involved in the development of a reference 
corpus for Contemporary Romanian (CoRoLA, [1]): a joined long-term project of two academic institutes, 
aiming to produce a medium-to-large (more than 500 million word forms) corpus that will be freely available 
for search for those interested in the study of contemporary Romanian. We are determined to integrate the 
syntactic level of analysis in CoRoLa: first, our treebank will be distributed online as part of the reference 
corpus; then, a statistical parser will be trained on the treebank and consequently used to syntactically annotate the 
rest of the CoRoLa corpus. 

At the moment we are investing efforts in developing a treebank2, as the results of previous work 
dedicated to the syntactic analysis of Romanian sentences are either poor (quantitatively and/or qualitatively) 
or inaccessible (see Section 2). To boost the treebank’s creation, we focus on technologies elaborated for other 
languages, free to use and adaptable (see Section 5). The resource we envisage will be limited in dimensions 
(5 000 sentences) but reliable and diverse, so that it will cover as much Romanian syntactic patterns as possible 
(see Section 3 for a description of the corpus assembling). As formalism for syntactic annotation, we have 
                                                           

1 http://www.meta-net.eu/whitepapers/overview 
2 A treebank is a linguistically annotated corpus that covers the basic level of part-of-speech analysis and includes 

at least another level of annotation, like the syntactic or semantic level. In our project, we are focused on syntaxic analysis. 
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chosen the dependency grammar, which provides a more ergonomic analysis, since it is based on one-to-one 
correspondences between words in the sentences and the nodes in the correspondent trees (see Section 4 for 
details about the dependency grammar we developed and used for annotation). 

To deal with the high time and effort costs of such a project, we wanted to automatize the working 
process as much as possible, in different phases: the automatic extraction of highly frequent verbs, the selection of 
the sentences containing those verbs (with criteria like the length of the sentence or the occurrence of a main 
verb in the sentence), automatic statistical annotation of the corpus and the use of a graphic editor for correction, 
automatic evaluation of the results (see Sections 5 and 6). 

2. STATE OF THE ART IN THE FIELD 

In the international community, electronic corpora started to be used by researchers from Natural 
Language Processing decades ago, as an alternative to the previous approach that involved a sustained work 
of writing formal linguistic rules (often in collaboration with linguistic specialists) on which they developed 
their applications. But in time, statistical methods, that automatically extract linguistic models from 
electronic corpora, have proved much more effective, significantly reducing the human effort. The downside 
of the statistical paradigm – i.e., the applications depend on the training data and any linguistic phenomena 
not seen in the training corpus cannot be appropriately dealt with – has led to hybrid approaches that 
combine explicit and implicit linguistic knowledge. 

The first initiatives of developing syntactically annotated corpora started in the ’90 and were dedicated 
to English: the Lancaster treebank [2] and Penn TreeBank [3]. Others recognized their utility and importance 
and more similar projects, involving other languages, followed: German treebanks NEGRA [4] and TIGER 
[5], the written and spoken TüBa corpora for German, English and Japanese (http://www.sfs.uni-
tuebingen.de/en/ascl/resources/corpora.html), the Czech Prague Dependency Treebank [6], to mention only 
the most important ones. Since then, treebanks with dimensions ranging from only a few hundred sentences 
to hundreds of thousands of sentences have been developed for most of the European languages and also for 
many other languages around the whole world. 

Lately, an initiative of unification and coordination of treebank annotation across languages started to 
thrive under the name Universal Dependencies (UD)3. Its main objectives are: 1) an universal inventory of 
categories (dependency relations) based on the Universal Stanford Dependencies [7] and 2) guidelines that 
are meant to assure consistent annotation of similar constructions in different languages but recognize and 
include grammatical relations specificity of certain languages. Like any standardisation enterprise, such a 
project is essential, since it facilitates both cross-linguistic research and the development of multilingual 
syntax-based language technology. 

In Romania, Hristea and Popescu reported in 2003 [8] the construction of a Romanian treebank in the 
RORIC-LING project. They used dependency grammar and annotated 4 042 sentences with an average 
length of nine words. To avoid problematic linguistic cases, the authors segmented the original sentences 
(from a journalistic corpus) at clause level and analysed them separately (http://www.phobos.ro/ 
roric/DGA/dga.html). This strategy fails to account for the syntactic subordination phenomenon in the 
language, for the clausal realisation of predicate arguments, for the phenomena that cross the clause limit, 
such as argument raising and control, etc. The authors also developed a graphic interface for annotation and 
produced a detailed inventory of dependency relations for Romanian. The resource was used to train a 
Romanian parser [9], publicly unavailable, whose performance on whole, natural sentences is certainly 
affected by the treebank limitations. 

In 2010, the adaptation of Fips4 parser to annotate Romanian texts was described in [10]. At the 
beginning of our project, neither the Romanian specific rules formulated by the authors nor the resulting 
treebank were available. Also, [11] reported the development of a syntactically annotated journalistic 
Romanian corpus using VISL parser, whose Constrained Grammar is an adapted version of an Italian one. It 
is a big corpus (21 million words) available only for searching at http://corp.hum.sdu.dk/cqp.ro.html. 
                                                           

3 http://universaldependencies.github.io/docs/u/dep/index.html 
4 https://kitt.cl.uzh.ch/kitt/cltools/index.php/FIPS_GB-based_Parser_and_Tagger 
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Another Romanian treebank (unfinished and unavailable when we started our project) is presented in 
[12] and [13]. The annotation was manually done, using the dependency grammar formalism. 4 500 sentences 
resulted (115 000 words, average length of 37 words per sentence), covering different functional language 
styles and historical spans: the Romanian translations of the English FrameNet and of Orwell’s novel “1984”, 
belletristic Romanian texts, documents from Wikipedia and from the Acquis Communautaire, political texts, 
etc. It is a resource developed with concern for the syntactic complexity of Romanian. 

3. CORPUS ASSEMBLING 

Our purpose was to build a solid base for creating a reliable syntactic statistical model; therefore we 
decided to start from a balanced, lemmatized and part-of-speech annotated corpus5 ROMBAC [14], already 
included into CoRoLa corpus, freely available through the META-SHARE platform (http://www.meta-
share.eu/) that could offer a scale model of the syntactic patterns in Romanian, including a great deal of 
syntactic variability. The corpus covers four functional language styles (belletristic, publicistic, official and 
scientific) and has five sections with comparable dimensions: prose, juridical, medical, academic and journalistic.  

The part-of-speech information in the corpus is essential to a process of statistical syntactical 
annotation: statistical models are mainly based on n-grams of part-of-speech labels that are likely to be associated 
with certain syntactic label sequences. We also took advantage of part-of-speech annotation to automatically 
select all the verbs from ROMBAC and compute their frequencies in the corpus. Taking the verb frequency 
in the corpus as a selection criterion allows focusing on the most frequent syntactical structures in Romanian. 
As we do not aim, for the moment, at creating a big treebank, we want our resource to include information very 
relevant for a statistical model. 

We automatically extracted the most frequent 500 verbs in each of the five sub-sections of ROMBAC. 
Naturally, some verbs occur in more or even in all the sub-domains. According to the sub-domain stylistic 
particularities, the distribution of the verbs is different: e.g. the journalistic and the prose section have greater 
verbal diversity, the medical section is abundant in verbs, but lacks diversity, while the academic section has 
much fewer verbs (and implicitly more adjectives and nouns). Table 1 shows the minimum and maximum 
frequencies in the corpus for the 500 verbs we selected as representative. As can be seen, the least frequent 
verbs still have an important number of occurrences in the corpus (more than 71), which guarantees that we 
work with frequently used verbs in the language 

Table 1 
Minimum and maximum frequencies of the most frequent 500 verbs in ROMBAC 

Sub-section Minimum frequency Maximum frequency 
Journalistic 175 25444 
Academic 92 6388 
Literature 240 30664 
Juridical 80 29291 
Medical 71 63053 

For each of the selected verbs, we automatically recovered from the corpus all the sentences that 
contain at least one of these verbs, have a length of more than ten and less than forty words and have at least 
a main verb in their structure. From these sentences, we selected 2 for each verb and for each section (thus 
aiming at minimal number of 10 occurrences for each verb): our purpose is to annotate 5000 sentences, 1000 
for each domain, therefore producing a balanced treebank. 

4. THEORETICAL DESCRIPTION OF THE ANNOTATION GRAMMAR 

4.1. Dependency grammar generalities 

Dependency grammar is a syntactic theory class based on the dependency relation that exists between 
two words in a sentence: one of the words is the head, the other is the dependent, and the relation is 
                                                           

5 A balanced corpus should include an ample range of text categories (from different genres and domains) 
representative of the language. 
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represented through an oriented arc between the head and the dependent. The dependency grammar is 
founded on the following principles: 

 – a word can depend only of another single word (the head), excepting the verb from the main clause, 
which is represented like depending on a false node (node 0, or the sentence) and whose arc is labelled 
ROOT; 

– more words in a sentence can depend on the same head; 
– the arcs do not intersect and the graph formed by the arcs does not contains cycles;  
When analysing a sentence within the dependency grammar formalism we obtain a structure that is 

minimal – each node in the structure is a word in the analysed sentence, excepting the artificial node that is 
the root of the tree – which makes the structure much easier to represent and process with computer tools. 

4.2. Dependency relation inventory adapted to Romanian 

The annotation methodology (detailed in Section 5) has two stages:  
1) the automatic annotation using a non-lexicalized syntactic statistical model extracted from the IULA 

LSP corpus: this annotation comes with a specific label set (corresponding to the dependency relation 
inventory), hereinafter named iulaLSPdep; 

2) the manual correction of the annotation: at this stage, we could intervene on the label set to enrich it 
with relations from the Universal Dependency (UD) project and with labels that we propose so as to describe 
relations specific to Romanian. Our intention was to create a new set of labels (hereinafter called ROdep) 
that can help us achieve the following: 1) to obtain a corpus analysed in conformity with the Romanian 
grammar standards; 3) to align as much as possible the label set with the UD inventory; 3) to reduce as much 
as possible the work of manual correction of the annotation, without compromising 1) and 2). 

ROdep (described in [15]) was designed so as to: (i) allow functional words (prepositions, 
conjunctions) to head syntactic units; (ii) treat each verb (be it finite or non-finite) as head of a clause; (iii) 
distinguish clearly between arguments (i.e., obligatory dependents) and adjuncts (i.e., optional dependents of 
a head); (iv) mark identically the lexical and clausal realization of an argument (for instance, to use the same 
relation label for subjects, direct, indirect, secondary and prepositional objects, and the supplementary 
predicatives, all of which are realized either as nominals or as subordinated clauses); (v) distinguish among 
various morphological possibilities of lexicalizing an adjunct, that is we use labels such as nmod (noun 
modifier), pmod (prepositional modifier), advmod (adverb modifier), amod (adjective modifiers), but we 
label their clausal realizations as advcl (adverbial clause) or acl (adjectival clause); (vi) capture the syntactic 
characteristics of Romanian (clitic doubling of direct and indirect object, the possessive dative, the reflexive 
passive, etc.). 

5. AUTOMATIC ANNOTATION AND HAND CORRECTION OF THE TREEBANK  

Given the large amount of time and work necessary for creating a treebank from scratch, we decided to 
take advantage of the experience and successful results of the procedure described in [16].The authors’ 
strategy was to boost the creation of a Catalan treebank by automatic annotation with a Spanish statistical 
model and consequently manually correcting the annotation errors. Their main arguments for this solution 
were the typological similarity between Catalan and Spanish, the very good LAS (Labelled Attachment 
Score) of 94% obtained for the Spanish statistical model when annotating Spanish texts and the MaltParser6 
facility to produce non-lexicalized models (models based on POS tags). As Romanian and Spanish are part 
of the same Latin languages family, we decided to use their typological similarity in reducing the amount of 
annotation work. Moreover, [17] also reported encouraging results (60% accuracy) for adapting French and 
Spanish parsers to Romanian.  

Therefore, we used MaltParser and a statistical non-lexicalised model trained on the Spanish treebank 
IULA LSP7 [18] – to automatically annotate our Romanian corpus. The subsequent correction work was 
highly reduced and the realisation of the Romanian treebank was significantly boosted, as in the case of the 
Catalan treebank. 
                                                           

6 Maltparser (Nivre and Hall, 2005) is a statistical parser freely available at http://www.maltparser.org/  
7 http://www.iula.upf.edu/recurs01_tbk_uk.htm 
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The POS tag set used in IULA LSP, and implicitly in the syntactic statistical model, is slightly different 
from the tag set we use at ICIA, although both are based on EAGLES8 specifications. Therefore, to use the 
Spanish statistical model for annotating the Romanian corpus, we needed to automatically map the tag sets. 
Also, we converted the corpus from the XML format to the CONLL format, requested by MaltParser. After 
annotation, we automatically transferred from iulaLSPdep to ROdep all the labels that could be 
unambiguously mapped. Labels that could have more than one equivalent label in our label set were left as 
such, to be disambiguated in the manual correction.  

The manual correction was facilitated by the possibility to visualize the annotated sentences in a tree-
like form, using the XML graphic editor yEd (and some import/export scripts provided by IULA that 
converted the CONLL files in a GRAPHML format and vice versa). With yEd, nodes can be added or 
deleted from the tree (in situations when corrections on the sentence word-segmentation need to be done), 
arcs can be added or deleted, arc and node labels can be edited (to correct syntactic annotation errors, POS 
annotation errors, even lemmatization or orthographical errors).  

To preserve the consistency in annotation, we decided to start with shorter sentences (containing less 
than 30 words) and to gradually increase the length during the project, as our experience in manual 
correction increases and as the statistical model performance in automatic annotation evolves. 

After we corrected the first 500 trees (which were part of the journalistic sub-corpus), we trained a new 
statistical model, this time a lexicalized one, on these sentences, using the processing mode learn9 of 
MaltParser. Although this training set has a very small dimension, we had the intuition that the new model, 
trained on Romanian sentences annotated with the ROdep set and the Romanian POS tag set, will ease our 
subsequent correction work. 

A common practice in using statistical NLP tools is the optimization of such tools on a specific part of 
the corpus: the parameters of the statistical model are computed and set so that the model would produce the 
best possible results (measured by a statistical score) on a certain set or type of data. We used 
MaltOptimizer10 – a freely available tool, developped for MaltParser – to train an optimised statistical 
(lexicalized) model on the same 500 trees. Further on, this model was used to annotate another portion of the 
corpus (500 sentences from the prose sub-corpus) based on the intuition that even on a different functional 
style the optimization will be useful and produce better results (see Section 6 for subsequent evaluations that 
confirmed our supposition). The manual correction of this new set of sentences required significantly less 
effort and time, justifying the relatively early replacement of the Spanish statistical model. 

The next step was to retrain the model on the extended set (1 000 sentences), mixing together the 
journalistic and beletristic sub-section, and proceed to the correction of a new set of 500 sentences, this time 
part of the academic sub-section. We repeated this procedure – retraining on the accumultated corrected set 
and correcting the next set of 500 sentences – until we exhausted all the sub-domains and obtained 2 500 
corrected sentences. 

6. EVALUATION OF THE RESULTS 

For automatic evaluation we used MaltEval, also freely available, a tool developed in java but inspired 
by the scripts eval.pl and eval07.pl created for the CoNLL 200611 and CoNLL 2007 dependency parsing 
shared tasks [19].The Labelled Attachment Score (LAS) – that calculates the proportion of words in the 
sentence that are assigned both the correct head and the correct dependency relation label – is the measure 
most used for evaluation in the research community, but MaltEval allows the computation of other useful 
measures: LA (proportion of words with correct dependency relation label), UAS (proportion of words with 
correct head identification), AnyRight (proportion of words that have either a correct head, or a correct 
dependency relation label, or both), etc. 

Since our work extended during a year, we conducted more stages of evaluations, to guide ourselves in 
the annotation and correction work. In an initial stage, after the correction of the first 100 sentences (part of 
                                                           

8 http://home.uni-leipzig.de/burr/Verb/htm/LinkedDocuments/annotate.pdf 
9 For parsing, the processing mode is parse. 
10 http://nil.fdi.ucm.es/maltoptimizer/index.html 
11 http://ilk.uvt.nl/conll/ 
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the journalistic sub-corpus), we computed more scores to see how the amount of correction work already 
done (which we evaluated as difficult, but less burdensome than starting the annotation from scratch) would 
look if captured in numbers. 

A high error rate (almost 79% for the LAS score, see Table 2) was expected, since we used a non-
lexicalized model trained on a different language. Also, as seen in Section 4, we adopted some different 
analysis principles and we refined some relation labels, decisions that obviously create more distance 
between the results produced by the Spanish model and the analysis we considered to be proper. The value of 
the LAS score indicates a relatively small number of words whose annotation does not necessitate any 
correction (either of the head value or of the dependency relation level): around 21% of the total number of 
words. But the AnyRight score shows that an important number of words (around 71%) are already 
annotated with some correct information (either of the head value or of the dependency relation level). Our 
work experience, together with these scores, encouraged us to continue with the annotation methodology, 
keeping in mind that very soon the non-lexicalized Spanish model was to be replaced by a Romanian 
lexicalized syntactic model. 

Table 2 
Evaluation for the first 100 corrected sentences 

Metric Score 
LAS 0,216 
LA 0,417 
UAS 0,514 
AnyRight 0,715 

The second evaluation was conducted after the correction of the first 500 sentences (all coming from 
the journalistic sub-corpus), when a new syntactic model was trained on them: in this manner we obtained a 
lexicalized model (based both on word forms and on POS tags), fully adapted to our set of dependency 
relation labels and, most of all, trained on Romanian. In their experiments for boosting a Catalan treebank, 
the IULA team conducted their first evaluation with a Catalan model after correcting 1 000 sentences and 
they noticed the LAS score increased with 0.074 (Arias et a.l, 2014), from 0.790 to 0.864, for sentences with 
an average length of 18–19 words. We decided to anticipate this procedure, doing the first training after 500 
sentences, due to time constraints. As mentioned in Section 5, two models were actually trained: the 
optimized one (Ro-opt-500) and the non-optimized one (Ro-non-opt-500). We used these two models and the 
Spanish model to annotate another set of 100 sentences (from the prose sub-corpus), that were manually 
corrected and evaluated against the three automatic annotations. As can be seen in Table 3, the rise of the 
LAS score is more significant that in the case of the Spanish-Catalan experiment (around 0.345, from 0.202 
to 0.547, for the optimized model), but this can be explained by the already high LAS score of the foreign 
model performance, 0.790 (in Spanish-Catalan experiment), vs. 0.202 (in Romanian-Spanish experiment). 

Table 3 
Evaluation of the models trained on the first 500 manually corrected sentences 

tested on 100 prose sentences 

Statistical Syntactic Model LAS 
RO-non-opt-500 0.469 
RO-opt-500 0.547 
Spanish 0.202 

We continued the correction work until acquiring a set of 500 prose sentences and evaluated the 
performance again: the LAS score obtained was even better, 0.580. Then, as we described in Section 5, we 
repeated the procedure of retraining an optimized model on the accumulated corrected sentences and 
correcting the next set of 500 sentences from the next sub-corpus, until correcting 2 500 sentences (half of 
our goal). As can be seen in Table 4, the LAS scores increased after each step, excepting the last one, from 
the juridical sub-corpus: most of the sentences have a specific structure, starting with different sequences of 
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words that function as identifiers for the law article sections and have to be annotated distinctly. The 
statistical model was not adapted to such structures and associated wrong syntactical labels to them. 

Table 4 

Evolution of the LAS scores over the correction and re-training stages, for sets of 500 sentences from each sub-corpus. 
The first column refers to the subsequently annotated sets of sentences we evaluated (test sets) 

and the second columns refers to the set of sentences from which we generated the syntactic models (train sets) 

Annotated Sub-corpus  Corpus used for training the syntactic model LAS 
Journalistic Spanish 0.243 
Prose Journalistic 0.580 
Academic Journalistic+Prose 0.738 
Medical Journalistic+Prose +Academic 0.773 
Juridical Journalistic+Prose +Academic+Medical 0.710 

The errors occurring in statistical experiments are either systematic – in which case they can be 
avoided if the statistical model is improved by adding more annotated examples or looking for errors in the 
training corpus – or non-systematic, which come usually from ambiguous contexts, where only the human 
intervention can determine the correct solution. We could identify the latter kind of errors by using a model 
trained on a specific set of annotated sentences to re-annotate the same set: it is supposed that the model 
learns to annotate all the systematic cases and there will be no unseen cases in the re-annotation phase, 
therefore all the remained errors should be non-systematic and need human decision. This methodology, 
called in [20] “biased evaluation” was used for the first annotated set of sentences (500 sentences from the 
journalistic sub-corpus) and we obtained a LAS score of 0.972. This high LAS figure obtained for the biased 
evaluation entitles us to say that the manual annotation is consistent (at least for the training set used in the 
experiment) and that the constant increase of the training data will allow in the future for similar LAS values 
in parsing  unseen texts.  Figure 1 shows an example of a common error made by most parsers in the linking 
of the modifiers to a multiword term (here tenis de câmp): in the absence of a lexical description of the 
multiword expression it is impossible for the parser to link the modifier to the proper constituent of the 
expression. 

 
Fig. 1. – An example of non-systematic error in the journalistic sub-corpus 

visualized with the view flag of MaltEval. The gold standard sentence 
can be seen in the upper side 

of the window and the automatically re-annotated sentence in the lower side. 

Although the experiment is done only on a single genre, the publicistic style is a versatile one and uses 
vocabulary and syntax less controlled than official styles: we consider that the results can be similar for the 
other genres in the corpus, except probably for literature, which is the most permissive genre. Therefore we 
interpreted this result as another indicator that we are on the right track and that by obtaining a good statistical 
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model – adding diverse and consistent, correct annotated sentences –, we can assure high performance for a 
statistical parser. 

7. CONCLUSIONS 

At this point, we managed to annotate and correct 2 500 sentences: 500 from each sub-section, with 
maximum length limited to 30 words. In the following months we will complete the treebank with other 
2 500 sentences of maximum 40 words. We expect the statistical model performance to slightly decrease, 
since longer sentences often correspond to more complicated syntactical structures. Furthermore, we intend 
to align our treebank to the specifications in the UD project and to promote it and offer it to the research 
community through the UD platform, hereby increasing the international visibility of the resource.  
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